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ACT-R’s current production learning involves compiling declarative chunks into production rules. Although this idea concurs with the general idea in psychology that skills are first learned using a declarative representation that is transformed into a procedural representation later, the current ACT-R implementation is rather awkward. 

The main problem with the dependency-structures that ACT-R uses is that building a dependency chunk is a goal-driven process, implying that people have deliberate control over the acquisition of production rules. More practically, dependencies are hard to deal with in a model, with lots of chunk-copying actions and careful information management. 

As an alternative, this document proposes a mechanism that learns new productions implicitly. This means new productions are byproducts of normal processing, in the same sense as new chunks in declarative memory are byproducts of attaining a goal. Therefore, the good news for the modeller is that proceduralization is automatic, so it does not additional production rules to make it work. The bad news is that strict adherence to the ACT-R’s soft rules about productions is required: a rule may do at most one declarative retrieval on the left-hand side of the rule, and can only modify the current goal on the right-hand side (or push or focus-on a subgoal). 

The basic idea of implicit proceduralization is that it combines two productions into one, so it is the most basic speed-up possible: instead of two productions firings, we only need one after proceduralization. Since ACT-R limits the amount of retrievals in a production, we cannot just glue the two rules together. We have to make sure the new rule only has one retrieval. This can be achieved by specialization: by substituting the retrieval of the first rule by the actual chunk that has been retrieved, the retrieval can be removed and we end up with a rule that has no retrievals.

The following example may make things more clear. Suppose we have the following two rules:

(p read-something


=goal>



isa recipe



for =adish



next-step =previous



instruction nil


=recipe-line>



isa recipe-line



for =adish



instruction =instruction



follows =previous

==>


=goal>



next-step =recipe-line



instruction =instruction)

(p check-for-boiling


=goal>



isa recipe



for =adish



instruction check-for-boiling


=pan>



isa object



boiling yes

==>


=goal>



instruction nil



state is-boiling)

These two rules might be part of a model that reads and carries out a recipe to cook something. The first rule reads the next line of the recipe. The second rule carries out the instruction by checking whether the water is boiling. These rules are fairly general, in the sense that if we have enough of them they can read and carry out any cooking recipe. At some point, however, we want to move from general knowledge to task-specific knowledge. 

Suppose we want to make tea, and part of the recipe states that we have to wait until the water boils. Therefore, the read-something rule will retrieve the following chunk:

Instruction-for-tea21


isa recipe-line


for tea


instruction check-for-boiling


follows Instruction-for-tea20

The first step in the proceduralization process involves specializing the first rule. This means that we will substitute Instruction-for-tea21 into the first rule, producing:

(p read-something


=goal>



isa recipe



for tea



instruction nil



next-step Instruction-for-tea20

==>


=goal>



next-step Instruction-for-tea21



instruction check-for-boiling)

Note that the retrieval is removed, since it is no longer necessary. The next step is to merge the retrieval with the second rule to create the production that will be added to procedural memory:

(p production42


=goal>



isa recipe



for tea



instruction nil



next-step Instruction-for-tea20


=pan>



isa object

  

boiling yes

==>


=goal>



next-step Instruction-for-tea21



state is-boiling)

The result of the process is a rule that is more task-specific than the previous rule, since it is a rule about making tea instead of recipes in general, and is faster than the original, since one rule firing is needed instead of two. It furthermore no longer needs the declarative retrieval, which may reduce errors. 

Specializing and merging: the details

Specialization of a production using an instantiation is quite straightforward. All the variables that occur in the instantiation are substituted by the values in the retrieved chunk, with one exception: the match of the goal-chunk variable (usually =goal>) itself. After this substitution, the retrieval is removed from the rule, since it is no longer needed. 

Specialization is not always necessary: it is only needed when both rules retrieve something from declarative memory. If both rules retrieve the same chunk, specialization can sometimes be avoided as well. 

If two rules are merged, the goal-match and the goal-modifications have to be combined. As a rule, the condition of the first rule is the main source for the condition of the new rule, and the action of the second rule is the main source for the action of the new rule. The condition of the second rule is only used as far as it matches slots that are not matched in the first rule. The reverse applies to the goal-modification: the goal-modification of the first rule will be only used as far as it changes slots not changed in the goal-modification of the second rule.

Proceduralization will not always succeed. Under the following circumstances no new rule will be learned:

If either rule is not “legal”, i.e. retrieve more than one chunk or modify a non-goal on the right-hand side of the rule

In certain cases of the use of negation, most notably when variables are involved Negation can be quite troublesome when you try to combine two rules.

If the first rule does any goalstack operations (push, pop, or focus-on)

If the first rule does any !eval!’s !bind!’s or !output!’s

Finally, sometimes specializing the retrieval of the first rule will also instantiate the retrieval in the second rule. In that case, the resulting production will have no retrieval at all.

Parameters of the new rule

The parameters for the new rule are set as follows:

The a parameter of the new rule is the a parameter of the second rule plus any additional cost of the first rule as specified in the effort parameter (which is usually zero).

The b parameter of the new rule is equal to the b parameter of the first rule plus the value of *cost-penalty* (which will be discussed in the next paragraph).

The q-parameter is the product of both q-values of the old rules.

The r-parameter is the minimum of the r-values of the old rules.

The effort-parameter is set to the sum of the effort-parameters of both old rules, minus the default-action-time (0.05 by default).

The strength-parameter is set to 0.

If a rule is re-created, the parameters of the existing rule are not changed.

If parameters learning is switched on (which is highly recommended!), each rule will get an initial number of experiences equal to the value of the *initial-experience* parameter (default: 10). 

The parameters-learning mechanism is also slightly changed: the q parameter is no longer learned (so all rules that fire or attempt to fire will count as a success), and rules that fail to fire due to a retrieval failure get an update of their b and r-parameters once the goal is popped. Effectively this means q is always equal to 1 unless you set it otherwise, and retrieval failures of a rule increase its b-value, because the model has to try some alternative strategy.

When is a new rule learned?

An important question with respect to proceduralization is when it will occur. Although I have worked out a scheme that works well, I have implemented several others to experiment with. All the different options are controlled by a set of the following global variables:

Option 1: Proceduralization is a matter of probability

In order to make sure a production rule isn’t learned after each rule firing, a probability can be assigned to it. The *proc-odds* variable controls this: it can be assigned a value between 0 (never) and 100 (always), which represents the probability that a rule will be learned. The default value of this parameter is 100.

Option 2: Proceduralization will only occur if the specialized chunk has enough activation

Another constraint that might be put on proceduralization is to require that it will only succeed if the chunk that is specialized is sufficiently well established in declarative memory. This can be controlled by the *proc-threshold* parameter. Proceduralization will only occur if the chunk that has to be specialized has a base-level activation above the *proc-threshold*. Its default value is -10.

Option 3: Proceduralization will only occur if both parent rules have enough experiences

If one or both of the parent rules of the new rule have been learned very recently themselves, the parameters of these parent rules probably have not been estimated very accurately. Therefore, it might be a good idea to postpone proceduralization until both parent rules have enough experience. The *experience-threshold* parameter controls this aspect. Both parent rules need at least *experience-threshold* experiences (including the *initial-experience*!) before a new rule is learned. The default value of the parameter is 20.
Option 4: Proceduralization occurs always, but the new rule initially gets an extra cost assigned

In this option a new rule will get an expected gain that is worse than its parent rules. It has to prove by sufficient experience (parameters learning) to be a good rule. The *cost-penalty* parameter controls this option: its value is added to the value of b of the new rule. The default value is 1.

Option 5: Any combination of option 1 to 4.

The default values of the parameters controlling option 1 to 4 effectively switch them all off. If more than one parameter is given a value that restricts proceduralization, the effects of these are combined.

The current proposal

The following scheme of production rule learning has worked very well for my purposes. It uses option 3 and 4 of the previous section, so a new rule can only be learned if the parent rules have enough experience, and the new rule receives an initial penalty on its expected gain. To overcome this penalty, however, the rule is assigned some extra expected gain noise that gradually decreases as the rule builds up experience.

The general idea is that the noise level should be high enough for the new rule to occasionally win from the parent rule. The probability that the new rule wins from the old rule should gradually increase if the new rule is better than the parent, and should gradually decrease if the new rule is worse than the parent. The following equation has this property:


[image: image1.wmf]
Basenoise is just the normal expected-gain noise. Noisefactor is a new parameter (actually *noise-factor*) that controls the amount of extra noise for new rules (its default value is 1.0). Initialexperiences is the parameter discussed earlier as *initial-experience* that controls how many prior experiences a new rule inherits from its parents. The costpenalty is the parameter discussed as option 4 that controls the expected-gain penalty on the new rule. Newexperiences refers to the number of new experiences the new rules has gained itself. n is the number of experiences the rule has gained itself.

The following graph gives an impression of the behavior of the function:
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The parent rule has an expected gain of 10, while the actual expected gain of the new rule is 10.5. The cost-penalty is 1, so initially the new rule receives an expected gain of 9. The “band” around the PG-C new rule graph represents the value of noise parameter. In this example, the noise-factor is set to 1, producing an initial noise of 1. A result of these settings is that the probability for the new rule to win from the old rule is around 27%. Experience with the new rule improves this probability, until it almost completely takes over after 160 experiences. The following graph shows an example in which the new rule is worse (PG-C=9.5) than the old rule.
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Although the expected gain gradually increases from 9.0 towards 9.5, the decreasing noise makes sure its probability of being chosen actually decreases, which exactly what we want. In both examples the value of initial-experiences is set to 30. Increasing this value slows the whole process. A lower value of the noise-factor decreases the initial probability of the rule being chosen in favor of the old rule decreases too. The following equation can be used to calculate this probability, assuming that both the basenoise and the noise on the old rule are zero:
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In order for this scheme to work properly, the expected gains of the parent rules should be reasonably stable, so the *experience-threshold* parameter (option 3 in the previous section) has to be set to a value that makes sure enough experience is gained.

A more liberal proceduralization scheme

The default version of the code only learns a new production rule if it can combine two rules. Moreover, it will always attempt to make the resulting rule as general as possible. If two consequetive rules retrieve the same chunk, the first retrieval will not be specialized but instead merged with the second retrieval. The disadvantage is that retrievals in some rules have no opportunity to ever be specialized. The code offers three alternative schemes that occasionally or always learn new rules just based on a single existing rule. The first of these optional settings, called "first", makes sure any retrieval can be specialized. The second optional setting "all" specializes every rule separately, after which the rules can be combined with another rule.  Finally the "specialize-only" setting only specializes rules but never merges them. These optional settings are controlled by the *specialize* parameter. The default setting of this parameter is 'retricted. The two alternative settings are switched on as follows:

Set *specialize* to 'first.
In this setting the first of the two retrievals will always be specialized, even if the second rule does not retrieve anything. Also, if a rule retrieves something and does any perceptual, motor or stack actions, it can be specialized without being merged with an other rule.

Set *specialize* to 'all
In this setting the model now also specializes single rules. This setting probably generates too many new rules, but may be worth experimenting with.

Set *specialize* to 'specialize-only. In this setting rules are specialized by replacing retrievals with their instantiation, but rules are never merged. 

Using the proceduralization code

Loading it

Just load the “Load proceduralization” file after loading ACT-R itself. After that, a model can be loaded in the usual manner. Proceduralization is on by default, it can be switched off by setting the *proc-odds* parameter to 0.

Note: The new code cannot be used in conjunction with the old production learning paradigm with dependencies. Mixing dependencies with the new production compilation may lead to unexpected results and errors.

Global Variables

Most of the variables that control production learning have been discussed in the previous section. The default settings of the parameters implement the currently recommendations. To summarize:

*proc-odds* controls the probability a rule will be learned, it ranges between 0 (never) and 100 (always), and has a default value of 100.

*proc-threshold* controls the minimum threshold for the base-level activation of the chunk that has to specialized. It has a default value of -10.

*experience-threshold* controls the minimum number of experiences that the parent rules of the new rule have to have before a new rule can be learned. The default value is 20. Set this parameter to zero if you want to see more immediate results of proceduralization.
*cost-penalty* is added to the b-parameter of the new rule, and defaults to 1.

*initial-experience* is used when parameters learning is on, and represents the number of prior experiences a new rule gets. The default is 10.

*noise-factor* controls additional extra noise for new rules. The default value of 1 produces the probabilities plotted in the graphs in the section "the current proposal". Setting it to 0 switches of the extra noise.

*initial-decay-noise* controls whether the extra noise should only be added to newly learned rules (this is the default nil value), or that the initial rules of the model also have decaying noise (in that case this parameter has to be set to T).

*specialize* can be set to 'restricted, 'first, 'all and 'specialize-only to change the conditions under which a new rule is learned, as described in the "A more liberal proceduralization scheme" section. The default is 'restricted.

(sgp :pct t) can be used to trace production learning: each time a rule is learned, the new rule will be displayed together with its parameters. It is on by default.

In general, production learning works best together with parameters learning switched on.

Naming new productions

By default, the new production receives a name starting with “PRODUCTION” followed by some number. In order to produce names that are easier to interpret, a function can be assigned to the global variable *production-name-scheme*. The function has to take three parameters, and has to return a string. The three parameters will be names of the two productions (as symbols) that are the parents of the new rule, and the third parameter is the name of the chunk (if any) that is instantiated. These parameters can be used to create a new name. For example, the following function will name the new production by concatenating the names of the parents and the instantiated chunk:

(setf *production-name-scheme*

      #'(lambda (p1 p2 inst)

          (concatenate 'string (symbol-name p1) "-" (symbol-name p2) "-"





                  (symbol-name inst) "-")))

Example models

Simple addition

The simple addition model (the simple-add and simple-add demo files) demonstrate how the prototypical do-addition rule can be learned based on declarative instructions and general productions that interpret these instructions. The instructions for addition are represented by the following chunks:

step1


isa dec-step


goal addition-goal


action retrieve

  
operand addition

 
prev init

step2


isa dec-step

 
goal addition-goal

 
action test

 
operand compare-slots

 
prev step1

step3


isa dec-step

 
goal addition-goal

 
action action

 
operand answer=answer


prev step2

The first step specifies that in order to achieve an addition-goal a fact of the type addition has to be retrieved from memory. The second step is to compare whether the retrieved fact is the correct fact, by comparing whether the slot1’s and the slot2’s of the goal and the retrieved fact match. Finally, the answer in the retrieved fact can be copied to the goal. 

In order to carry out these declarative rules, a number of production rules are needed to interpret them. Here are two examples:

(p next-step

   =goal>

     isa gen-goal

     type =goal-tp

     action nil

     operand nil

     prev-step =prev

   =dec-step>

     isa dec-step

     goal =goal-tp

     prev =prev

     action =action

     operand =op

==>

   =goal>

     action =action

     operand =op

     prev-step =dec-step)

(p do-retrieve

   =goal>

     isa gen-goal

     type =goal-tp

     action retrieve

     operand =ret-type

   =fact>

     isa gen-goal

     type =ret-type

==>

   =goal>

     retrieve =fact

     action nil

     operand nil)

The next-step rule retrieves the next declarative rule from memory, and the do-retrieve rule retrieves a fact of the specified type (in the example: addition) from memory. Proceduralization of these two rules with the step1-chunk as instantiation produces the following rule:

(p Production3508

    =goal>

       isa GEN-GOAL

       type Addition-Goal

       action nil

       operand nil

       prev-step Init

    =var3508>

       isa GEN-GOAL

       type Addition

 ==>

    =goal>

       retrieve =var3508

       action nil

       operand nil

       prev-step Step1

 )

The new rule is task-specific (for goal-type addition-goal), as opposed to its parents, and it leaves out the retrieval of the instruction. Eventually, after a number of runs, the following rule will be learned:

(p Production3864

    =goal>

       isa GEN-GOAL

       type Addition-Goal

       action nil

       operand nil

       prev-step Init

       slot1 =var3828

       slot2 =var3829

    =var3769>

       isa GEN-GOAL

       type Addition

       slot1 =var3828

       slot2 =var3829

       answer =var3864

 ==>

    =goal>

       answer =var3864

       action nil

       operand nil

       prev-step Step3

       retrieve =var3769

 )

In the examples, two versions of the model are provided: the “simple-add demo” only knows one addition fact, and is presented with the same problem repeatedly, to add three and two. Therefore, the model will make no mistakes. It is set up in such a way that it will learn the desired rule in just a few trials.

The other model, “simple-add” contains addition-facts up to 3 + 3, and can make mistakes by retrieving the wrong fact. In order for this model to learn the final correct rule, it has to be run for hundreds of trials. Both models can be examined by using the do-it function. For example, (do–it 10) will run the model through 10 addition-problems. By default, the run will be with all tracing switched off. Tracing can be switched on by adding T as an optional parameter, e.g. (do–it 50 t). The “simple-add” model will not always learn the appropriate rule: it sometimes degenerates into learning production rules for each single addition.

Addition with a counting subgoal

The second example model demonstrates what happens when production learning is used in another context than moving from a declarative to a procedural skill. It involves a model that does addition by counting. Instead of retrieving an addition fact from memory, the model pushes a subgoal to count: it will decrement the second addend (in slot2) while incrementing the first addend (in slot1) until the second addend equals zero. This is accomplished by three simple production rules:

(p do-counting-dec-2

   =goal>

     isa gen-goal

     type count

     slot2 =num

     prev-step step1

   =prev-num>

     isa gen-goal

     type number

     slot1 =num

==>

   =goal>

     slot2 =prev-num

     prev-step step2)

(p do-counting-inc-3

   =goal>

     isa gen-goal

     type count

     slot1 =num

     prev-step step2

   =num>

     isa gen-goal

     type number

     slot1 =next

==>

   =goal>

     slot1 =next

     prev-step step1)

(p do-counting-done

   =goal>

     isa gen-goal

     type count

     slot2 zero

     slot1 =answer

     prev-step step1

     answer nil

==>

   =goal>

     answer =answer)

If the model is run with the do-it function, as with the simple-add model, many new rules will be learned. One of the first rules the model will learn is one like this:

(p Production20531

    =goal>

       isa GEN-GOAL

       type Count

       slot2 Two

       prev-step Step1

       slot1 =var20530

    =var20530>

       isa GEN-GOAL

       type Number

       slot1 =var20531

 ==>

    =goal>

       slot1 =var20531

       prev-step Step1

       slot2 One

 )

This rule combines the increment of slot1 with the decrement of slot2. Since only one retrieval is allowed, the decrement of slot2 is specialized. This rule will only work if the second addend is two. Similar rules have to be learned for other addends as well. Other rules the model will learn very quickly are the “plus zero”-rule and “plus one”-rule:

(p Production20583

    =goal>

       isa GEN-GOAL

       type Count

       slot2 Zero

       slot1 =answer

       prev-step Step1

       answer nil

 ==>

    !output! ("Answer is ~S" =answer)

    =goal>

       answer =answer

    !pop!)

(p Production20884

    =goal>

       isa GEN-GOAL

       type Count

       slot2 One

       prev-step Step1

       slot1 =var20548

       answer nil

    =var20548>

       isa GEN-GOAL

       type Number

       slot1 =var20549

 ==>

    !output! ("Answer is ~S" =var20549)

    =goal>

       answer =var20549

       slot1 =var20549

       prev-step Step1

       slot2 Zero

    !pop!)

Eventually the model will learn rules for all 16 possible addition-problems, but this will take much more time and may even not happen at all, depending on the values of the parameters that control production learning.

Reading and carrying out a simple instruction

The final example is a model that reads a simple instruction and consecutively carries it out. The instruction is as follows:

Read the screen and say the word that is associated to the word on the screen

The production rules that read this sentence (which are the rules that match the read goals) produce the following declarative structure:

Process-Instructions

    isa READ

    task Read

    object Screen

    prev nil

 Newgoal1

    isa READ

    task Say

    object Newgoal2

    prev Process-Instructions

 Newgoal2

    isa READ

    task Associated

    object Newgoal3

    prev nil

 Newgoal3

    isa READ

    task On

    object Screen

    prev nil

Again, general production rules retrieve and carry out these instructions (these productions all match goals of type goal). This interpretation process will lead to proceduralization of these rules, resulting in task-specific productions. The process can be examined by using the function run-experiment, which takes as argument the number of pairs of associations that the model has to do (after having read the instructions). The first time the productions are carried out, this produces a trace like:

Cycle 39  Time 15.876: Get-Instruction

Cycle 40  Time 15.956: Read

Cycle 41  Time 16.256: Next-Instruction-Old-Goal

Cycle 42  Time 16.702: Subgoal-Object

    Cycle 43  Time 17.100: Subgoal-Object

       Cycle 44  Time 17.247: Retrieve-Fact

       Cycle 45  Time 17.297: Done-Instructions 

    Cycle 46  Time 17.847: Retrieve-Fact

    Cycle 47  Time 17.976: Done-Instructions

Cycle 48  Time 18.526: Say

SAYING Word214265 

Cycle 49  Time 18.923: Done-Instructions

Top goal popped.

Run latency:  3.596

After 20 runs however, behavior looks like:

Cycle 202  Time 61.891: Production214265

Cycle 203  Time 61.948: Production214276

    Cycle 204  Time 61.998: Subgoal-Object

       Cycle 205  Time 62.678: Production214289

    Cycle 206  Time 62.728: Production214289

 Cycle 207  Time 62.843: Say

SAYING Word214767 

Cycle 208  Time 62.953: Done-Instructions

Top goal popped.

Run latency:  1.612

The task cannot be proceduralized further, because production214265 involves perception, the say production a motor action, and all the other productions do stack-operations. 

Disclaimer

This is first version of the code, so it is not at all a “polished product”. I tried it out in a couple of models of my own, and it did work in all of those, so I got most bugs out of it. Nevertheless, please report any bugs you catch as soon as possible, so I can improve things right away (niels@tcw2.ppsw.rug.nl). The scheme I propose that integrates the new rule with the old rules (expected-gain penalty combined with decaying noise) is one that works very well in a number of models I made. However, it is too early to claim this is the definite solution. Input from other users is very welcome in this area as well.
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