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1 Introduction

CPSP is a signal analysis and signal visualization tool for sound, vibration or any other similar
signal. CPSP stands for Continuity Preserving Signal Processing. Key property of CPSP is the use
of a signal processing device that, like our ears, allows an optimal representation of all continuous
developments in sounds. The preservation of this continuity is a key property of our hearing because
it is used to track the development of sound sources. Well known signal processing techniques such
as the Fast Fourier Transform or the Discrete Wavelet Transform do not preserve continuity well
enough to approach the human performance. So the principles of CPSP are in auditory modeling
and perception research, but although CPSP uses a very efficient numerical model of the human
inner ear, it is in the first place a tool for signal processing, that might be used as a model of the
human hearing system.

Signal analysis is all about deriving correct conclusions from a signal. In many interesting situations
the signal originates from a number of physical processes. In these cases it might not be trivial to
separate the signal into evidence about each of the processes. This is especially true if all or some
of the processes are unknown. Our auditory system is the best known analysis system for arbitrary,
and possibly even unknown, sounds. Somehow we are seldom confronted with a situation in which
we mix up information of multiple sound sources and, as a consequence, reach a completely wrong
conclusion. Of course our auditory system can rely on many years of experience, but an essential
part is the underlying signal analysis. CPSP approaches the human signal analysis in a way that
is suitable for general signal analysis purposes.
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2 Theory

Auditory model

The first processing step in our auditory system is the conversion of sound vibrations into neural
information. This task is performed at the basilar membrane (BM), a structure in our inner ear,
or cochlea, that is in some aspects similar to a vibrating string. Its anatomy and function is
beautifully visualized with a movie (2 MB) from Cornell University. The BM is schematically
visualized in the figure below:

The lower drawing shows the uncoiled basilar membrane model and some of the 3000 haircells
that transduct vibrations into electrical potentials, which in turn are changed into neural spikes.
The actual BM in combination with the haircells and the spiking neurons behaves in a strongly
non-linear way. This allows the cochlea to process dynamic range of more than 100 dB (ten orders
of magnitude). This upper drawing shows an electrical equivalent. The inductor L represents the
mass (representing inertia) of the surrounding fluid and the mass of the BM-segment (position).
The capacitance C represents the stiffness of the BM (which represents the restoring force) and
the resistance R (representing the local energy dissipation). Each segment has an associated
combination of mass, damping and stiffness and therefore behaves as a resonator. Each position is
physically coupled to its neighbors, which ensures that their phases (stage in the oscillation cycle)
are similar.

Key points of the mammalian basilar membrane are that:

• it is sensitive to different frequencies at different positions, and

• it preserves continuity in time and frequency (place).

The preservation of continuity is not the case for commonly used forms of (speech) signal prepro-
cessing techniques: it is in fact difficult to guarantee without a good model of a natural basilar
membrane. A suitable time-domain model of the basilar membrane was originally developed by
prof. H. Duifhuis and adapted for commercial use by Sound Intelligence.

At the level of the BM continuity preservation entails that the excitation xs(t) at time t of BM-
model segment s is very similar to xs+1(t + dt), where dt is a very small time-step (for numerical
reasons about 5 times the Nyquist period) and s+1 a neighboring segment. This double continuity
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is important because it entails that a continuous development of a sound source, such as a voice,
will be preserved for further processing. A preprocessing stage, such as one based on the well-
known and generally applied Fast Fourier Transform (FFT), does not preserve continuity in time,
nor frequency. This is not necessarily wrong, but it is suboptimal and its save application cannot
be justified physically for unknown mixture of signals. The same is true for other signal processing
techniques like LPC/PLP, wavelets, and many auditory inspired signal processing techniques.

Parameters auditory model

There are three parameters of auditory model that directly influence the way a signal is processed
and the way it is represented in the cochleogram (see next):

Number of segments As mentioned above, the BM is devided into segments, each being sen-
sitive to a particular frequency. In the implemented model of the cochlea the number of
segments can be adjusted. The use of more segments causes some sharpening of the fre-
quency resolution as a result of which details are more visible.

Highest frequency While the lowest frequency of the implemented model is fixed (to about 27
Hz), the highest frequency can be adjusted, because the higher frequency regions do not
always contain useful information, and leaving them out reduces computation time.

Quality of the oscillators The coupled filters act like oscillators, each one being sensitive to
a particular frequency. The quality of these oscillators is defined as the peakedness of the
resonance: the smaller the peakes, the higher the quality.

Cochleogram

The basilar membrane model can be used to form a so-called cochleogram: a spectrogram-like rep-
resentation, based on the squared excitation xs(t)xs(t) of BM-segment s at time t. The cochleogram
indicates the distribution of source energy as function of time and frequency. A cochleogram rs(t)
is derived from a leaky integration process (or low-pass-filtering L):

rs(t) = rs(t− dt) exp
(

dt
τ

)
+ xs(t)xs(t)

= L(xs(t)xs(t)) s = 1 : smax

This formula denotes the leaky-integration process where a fraction exp(dt/τ), which is close to
but smaller than 1, of the energy in the previous timestep rs(t− dt) is lost, but in which the new
squared BM excitation xs(t)xs(t) is added. The time constant τ determines the scope of memory
of the leaky integration process. A value of τ = 10 ms is adequate for many common sound sources.
After this form of lowpass-filtering the sampling period can be increased from dt to 5 to 10 ms.
The figure below shows the cochleogram of the sound ”nul” pronounced by a female speaker. In
this case dt is increased to 5 ms.
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The horizontal axis corresponds to time in seconds and the vertical axis either to frequency in Hz
or (right side) basilar membrane position in segment numbers. The place-frequency relation is,
like the real BM, approximately logarithmic. The color coding corresponds to energy in dB. The
more or less horizontal black lines are explained below.

Parameters cochleogram

There are a few parameters that influence the way the way the signal is represented in the
cochleogram (apart from the way it is processed by the auditory model):

Framesize The framesize is the timestep by which the cochleogram is sampled. Every timestep
results in a frame. Its value is dependent on the type of source you want to describe: sound
sources that develop fast need to be sampled more (a smaller framesize) than sources that
develop slowly.

Integration time constant When the integration time constant (τ) of the cochleogram is larger
than 0, it is applied to all segments (segment independent integration). (For an explanation
of the integration process see above.) If a value of 0 is given, segment dependent integration
is applied on the basis of the characteristic period of each segment:

Period Together with the framesize this parameter determines how the segment dependent inte-
gration is executed. The integration time constant (τ) is the maximum of the framesize and
the period multiplied by the characteristic period of the segment (equivalent to the inverse
of the characteristic frequency).
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Reference spectrum

To correct for the transfer function of the cochlea model (the erergy level of the highest and
lowest segments is relatively low) a normalization signal can be calculated: it is used to determine
the transfer function of (a part of) the cochlea model. When the transfer function is known, an
appropriate scaling of the resulting cochleogram can be used to correct for the relative energy
levels of seperate frequency components in the signal, i.e., a component at frequency f1 which is
L1 dB stronger than a component at frequency f2, will be also come about L1 dB stronger in the
cochleogram after the correction. Ultimately the cochleogram should represent the absolute energy
levels. The most appropriate signal for normalization of the cochlea model is called ”uniform noise”
(see figure below). But besides some kind of noise, other signals can be used as well, depending
on the kind of signal that is analysed and your interests.

Signal components

Signal components, explained in more detail below, are subsets of the signal that ultimately corre-
spond to information of individual physical processes. In many cases a signal consists of multiple
physical processes, so its is important to base conclusions about the processes that produced the
signal on representations that do not mix up information of multiple physical processes. These
representations are called signal components. Generally the signal analysis in terms of signal
components (for the purpose of sound recognition) might be described as a 4 step process:

1. The separation of the input sound in signal components.

2. The combination of signal components into sets of signal components that are likely to stem
from the same source, because the probability that they co-occur without stemming from
the same source is low. This process can be facilitated with a hypothesized source type so
that source type specific knowledge can be used for grouping.

3. Hypothesizing recognition result using the hypothesized source type and class specific knowl-
edge.

4. Checking the recognition result.

CPSP is based on the estimation of signal components: single physically coherent signal con-
stituents that can be described by specifying the temporal development of frequency and energy
(phase is optional). Signal components can best be understood by placing them in the time-
frequency plane. The uncertainty relation for signals means there is always a trade-off between
time and frequency, mathematically expressed as follows:

∆f∆t ≥ 1 (f in Hz), or
∆ω∆t ≥ 2π (ω in rad/s)

In termes of this relation we can define extremes: pulses, tones and noise, succesively discussed
below.

Signal components - pulse

Pulses are strongly localized in time: ∆t is small. A single pulse conveys minimal periodicity
information for all frequencies; all frequencies are represented equally bad and consequently a
pulse excites all frequencies equally and ∆f is maximal. Narrow, near vertical structures signify
pulses. The respons of a cochlea model to a pulse is shown in the figure below:

N.B. The start of the BM (sensitive to high frequencies) responds faster than the end of the BM
(sensitive to low frequencies).
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Signal components - ridges (tones)

Tones are sinusoids with a constant period and consequently strongly localized at a certian fre-
quency (∆f is small). The expression of a sinusoid consequently is very narrow (pulse-like) in the
frequency domain. Per defintion, tones must last long which entails that ∆t is large. Tones are
therefore not suitable to convey detailed temporal information. Narrow horizontal cochleogram
structures signify sinusoids. Most (natural) sounds have such horizontal structures that allow us to
recognize it. When they appear in a cochleogram they can be identified by the algorithm leading
to so-called ridges, the black lines in the cochleogram. The respons of a cochlea model to a single
tone (sinus) is shown in the figure below:

In the case of speech ridges (possibly) indicate harmonics, slowly developing periodic structures.
In the cochleogram of the (clean) sound ”nul” (see above) almost all ridges correspond to a single
harmonic. The main contribution of the lowest ridge starts with a frequency just above 200 Hz and
gradually rises in frequency to about 380 Hz. This ridge corresponds to the first harmonic and its
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frequency corresponds to the fundamental frequency development of the word ”nul”. The second
and higher ridges correspond to higher harmonics. The first 19 harmonics (with frequencies up to
4500 Hz) are represented as ridges. In the case of voiced (quasi-peridioc) speech we need to combine
all evidence of the harmonics of a single source into a single representation: a harmonic complex.
For this we need the best instantaneous frequency estimation possible. The local instantaneous
frequency (LIF) is the change in phase per timestep (dφ/dt), so only of interest for periodic signal
components that change slowly: ridges. The LIF is further explained below.

Signal components - noise

While tones are defined by their periodicity, noises are defined as not being periodic; in noise there
are no repeating structures present even though they last long. So noises consist from a broad
continuum of frequency contributions (∆f is large) and last some time (∆t is large as well). Noises
represent acoustic energy without much preference for certain frequencies or points in time. The
respons of a cochlea model to (white) noise is shown in the figure below:

N.B. The energy at the very high and low frequencies is less than the rest of the cochleogram. This
is because of the sensitivity of the BM (recall the part about the reference spectrum).

Signal components - mixtures

The three kinds of signal components discussed above do give insight in sounds, but will not occur
in a natural environment by themselves. Natural sounds will (almost) always be a combination of
these three components. This knowledge can be used for the classification of sound sources: on the
basis of a priori knowledge of source characteristics and auditory scene analysis (ASA), seperate
signal components that constitute a sound can be formed and used to classify sound sources. Any
sound source that we can recognize must, by logical necessity, produce a sound with sufficient
characteristics to allow recognition (or classification). A guitar cannot produce speech because its
physics do not allow it to produce speech sounds. Conversely our vocal system cannot produce
the sound of a guitar for the same physical reason. The (physical) constraints of a sound source
determine what sounds it can and cannot produce. The main constraint of speech is typically that
it complies to the (very complex) rules of at least one language. The constraints of other sound
sources are almost always much simpler. For all sounds it is possible to formulate models of them
by simply combining the (physical) constraints that determine them.
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As an example lets take the sound ”nul” in a noisy situation, obtained by adding some cocktail-
party noise to the clean signal (”nul”). We get a noisy signal (in this case with a global SNR of
0dB) that not only contains information stemming from the target speaker but also information
from other sound sources. Nevertheless the human auditory system has no difficulties (not even
on first hearing) with finding, combining and recognizing the components of the noisy word. The
cochleogram of this noisy signal is shown below:

Compared to the clean situation, where it was trivial to combine information from a single source
in a single representation, we now have to select a subset of the available evidence and discard the
rest (or reassign it to other sources). For this subset to be assigned to a certain sound source it
must, of course, comply to the constraints that determine this source. In other words, the subset
must comply to the source model. As in the clean situation we want to find a harmonic complex
to find evidence for a single source.

CPSP allows the estimation of the Local Instantaneous Frequency (LIF) under resolved ridges very
accurate: usually the error is less than 1%, which in the same range as human performance. This
is very difficult if not impossible with frame-based methods, especially in the case of noisy input.
The LIF is computed via the running autocorrelation along ridges s(t):

rs(t)(t + T ) = L(xs(t)(t)xs(t)(t + T )) T = [0,Tmax]

The periodic structure of the ridge autocorelation determines the LF.
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This figure shows the local instantaneous frequency development under ridges for the clean signal
in red circles and for the noisy signal in the filled blue dots. Target ridges that still dominated in
the noisy condition enforce the same local response of the BM as the clean signal and consequently
the derived frequency information is identical. Consequently many of the LIF-values of the noisy
and the clean condition area almost identical. Visual inspection shows that almost all frequency
information at formant positions is unperturbed in the noisy condition.
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3 FAQ

What is a cochlea?

What is a basilar membrane?

Why is the BM a special signal processing device?

What does the cochlea model do?

What is the difference between the cochlea model and the human cochlea?

What is the time-frequency plane?

What is a cochleogram?

Why use segment dependent integration?

What is a signal component?

How should I interpret a cochleogram?

What is the dynamical range of a cochleogram?

What is the frequency range of a cochleogram?

What is the place-frequency relation?

What is the frequency sensitivity of a segment?

What is group delay?

What is the relation between the frequency specifity of each segment and the group delay?

What is the frequency resolution of a cochleogram?

What is the temporal resolution of a cochleogram?

What is a (single) sound?

What is the local SNR and why is it important?

What is masking?

What is the origin of local domination by signal components?

What is background noise?

How can sounds be recognized?

Can the input be fully recognized?

Can a BM help with sound source seperation?

What is the advantage of a cochleogram over an FFT-spectrogram?

Why is the place-frequency relation of the BM logarithmic and not linear as with an FFT?

How does the uncertainty relation limit a cochleogram?

What is the link between the uncertainty relation and signal components?

How do I estimate and use ridges?

Why is thy system running so slowly?
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What is a cochlea?

The cochlea is the inner ear, which is shaped like a snailshell, called cochlea in Latin. In the cochlea
sound vibrations are transduced to neural activity.

What is a basilar membrane?

A 3.5 mm long membrane on the inside of the cochlea, called the basilar membrane (BM), seperates
two rooms filled with fluid across the length of the coclea. The transduction of vibrations to neural
activity takes place on the BM. One end (the opening) is sensitive to high frequencies and the other
end to low frequencies. Between these two ends the frequency-place relation is (approximately)
logarithmic: a factor two in frequency corresponds to a fixed distance. In the cochlea model (and
on the real BM) neighbour segments are coupled. When one segment vibrates its neighbours will
make a similar movement. This correlation decreases as the distance between segments increases.
In the figure below a cross-section of the cochlea with the rooms and the BM is shown:

Why is the BM a special signal processing device?

The spatial and temporal coupling of the BM ensures that acoustic information is represented at
a range of BM positions. This causes the temporal development of the (physical) development of
sound sources to be represented 1) with high accuracy and 2) without unphysical discontinuities in
both the temporal and the frequency domain. These discontinuities do arise during the application
of standard signal processing strategies such as the FFT, most filterbanks, and Wavelets. Con-
tinuity preservation allows the optimal tracking and analysis of the development of the phyiscal
source that produces the signal.
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What does the cochlea model do?

The cochlea model is a numerical model of the mechanics of the human BM which is computed in
the time domain (many models are computed asynchronously in the frequency domain). This en-
tails that the response (and analysis capabilities) of the human auditory system can be approached
with minimal delay. Conceptually the computation of the cochlea is similar to the computation of
a filterbank response in which the filters are physically coupled. The cochlea model is a very effi-
cient implementation of this filterbank. Internally the BM response is computed by simulating the
force of the incoming sound (samples) and the forces that each segment exerts on its neighbours.
Segments are modelled as mechanical oscillators with mass, stiffness, and damping. More detailed
information about the cochlea document can be found in a separate document.

What is the difference between the cochlea model and the human cochlea?

The main difference between the cochlea model and the human cochlea is the fact that the human
cochlea is strongly non-linear in terms of output amplitude (due to the limited dynamical reach
of neurons), while the cochlea model is completely linear. Advantages of a linear model are that
the resulting signal is easier to interpret and that the distortion products due to non-linearities
are avoided. Because o the huge dynamic range of most sounds, the output of the linear system
is often studied best on a logarithmic intensity scale such as dB’s. By the way, in spite of its
non-linear implementation, the human perceptive system acts surprisingly linear.

What is the time-frequency plane?

A time-frequency plane provides information about the energy as function of time and frequency,
E(t, f). FFT’s and Wavelets approximate the continuous time-frequency plane as coarse blocks. At
the centers of these blocks the information is represented differently from the information around
the edges. This is a reason to use a cochleogram as an alternative.

What is a cochleogram?

The BM can be used to form a so-called cochleogram, a spectrogram-like representation based on
the squared excitation xs(t)xs(t) of BM-segment s at time t. The cochleogram leads to a represen-
tation of the time-frequency plane because each position corresponds to a narrow frequency range.
The continuity preserving properties of the BM ensure that a coherent region of the time-frequency
plane corresponds to a coherent region of a cochleogram, without the bias for special frequencies
and times that characterizes FFT’s and Wavelets (see previous question). Mathematically the
cochleogram is realized as the distribution of source energy as function of time and frequency
derived from a low-pass filtering (leaky integration L):

rs(t) = rs(t− dt) exp
(

dt
τ

)
+ xs(t)xs(t)

= L(xs(t)xs(t)) s = 1 : smax

This formula denotes the leaky-integration process where a fraction exp(dt/τ), which is close to
but smaller than 1, of the energy in the previous timestep rs(t− dt) is lost, but in which the new
squared BM excitation xs(t)xs(t) is added. The time constant τ determines the scope of memory
of the leaky integration process. A value of τ = 10 ms is adequate for many common sound sources.
After this form of lowpass-filtering the sampling period can be increased from dt to 5 to 10 ms.

Why use segment dependent integration?

The leaky integration process makes the cochleogram an expression of the energy development per
segment. In this version the time constant of the low-pass filter is the inverse of the characteristic
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frequency of the concerning segment (with a mimimum value dt). This means that every part
of the cochlea can react to changes of the order of 1 or 2 times the characteristic period. For
segments in the high frequency regions the reaction time is much shorter than for segments in the
low frequency regions. In a number of ways this resembles a wavelet analysis that is continuous in
time and frequency.

What is a signal component?

A signal component is a single physically coherent signal constituent that can be described by
specifying the temporal development of frequency and energy (phase is optional). This definition,
in combination with the continuity preserving properties of the BM, ensures that a single signal
component will be expressed as a coherent whole. Consequently a signal component corresponds
to a coherent region of the time-frequency plane. Possible signal components are, for example,
pulses, tones, and noises.

How should I interpret a cochleogram?

Pulses cause vertical structures in the cochleogram and (individual) tones cause horizontal struc-
tures, while noises are reasonably flat with a fine structure that does not repeat itself (see also
What is the link between the uncertainty relation and signal components?). Usually a cochleogram
consists of a mixture of variants of these main structures. When the standard settings (dt = 5
ms, nseg = 120, maxf = 4000 Hz, τ = 10 ms) are used, the visible structures (with the exception
of the fine-structure of the noise) are as a rule part of an audio percept. When you study the
cochleogram in more detail, you might see signal details that are not perceptible. The fine struc-
ture of noise is usually irrelevant. Humans are as a rule insensitive to similar noises with different
fine-structures, but there is one important exception, namely when the fine structure of noise is (in
part) repeated. This is valuable information that is often very difficult to estimate with alternative
signal analysis methods.

What is the dynamical range of a cochleogram?

The dynamical range of a cochleogram is used to normalize the intensity of the input sound. 60
dB is good for most natural sounds and equals the human hearing range.

What is the frequency range of a cochleogram?

The highest frequency is somewhat higher than the maximum frequency specified in the GUI, the
lowest frequency is about 30 Hz.

What is the place-frequency relation?

The place-frequency relation relates segment number to characteristic frequency. In the low fre-
quency part of the cochlea the place-frequency relation in almost linear, above 190 Hz the relation is
logarithmic (each doubling in frequency corresponds to the same number of segments). In principle
it is possible to choose a different place frequency-relation, in practice this is difficult.

What is the frequency sensitivity of a segment?

The frequency sensitivity of a segment is a measure of how specialized a segment is in a certain
frequency range. Because of the coupling between segments, the specialization of segments can
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be greater if the number of segments is larger. Due to the logatrithmic place-frequency relation:
the difference between neighboring high frequency segments can be several hundred Hz, while the
corresponding low frequency difference can only be a few Hz.

What is group delay?

All segments require sufficient information before they can decide how strong they ought to respond.
A segment that is specialized in narrow frequency range requires more information before it can
decide that it ought to respond vigorously. Group delay is a measure of delay: a longer temporal
scope allows a more narrowly tuned frequency response. Mathematically the group delay of a
segment corresponds to the center of gravity of the impulse response. The effects of group delay
are visible as the tilt of the impulse response.

What is the relation between the frequency specifity of each segment and the group
delay?

The frequency sensitivity of each segment and the group delay are the inverse of each other: to
achieve greater frequency sensitivity the group delay has to be increased. This is a manifestation
of the uncertainty relation.

What is the frequency resolution of a cochleogram?

The frequency resolution is, among other things, dependent on the number of segments in a
frequency area (dependent on both the maximum frequency, maxf , and the number of segments,
nseg). For the standard settings (dt = 5 ms, nseg = 120, maxf = 4000 Hz) the frequency
difference is about 4% between segments. omponents with similar energy levels that differ more
than 8% are separated by a valley. When the difference in frequency is less than 8% and when the
components have relatively deviating energy levels, frequency information can be deduced from
the amplitude modulation of the energy. The frequency resolution that can be obtained during the
analysis of a signal is a function of time: the longer a signal is stable, the smaller the frequency
uncertainty.

What is the temporal resolution of a cochleogram?

The temporal resolution is equal to dt, it ought to correspond to the temporal detail one is interested
in. When dt� τ the number of frames is much higher than required for the faithful representation
of temporal detail. The minimal value of dt value can in principle be chosen as small as the sample
period (1/fs) if the input signal, although this is rarely useful. A suitable lower bound is 0.1 ms.
This choice requires considerable computer memory to store and visualize the cochleograms.

What is a (single) sound?

In the context of the cochlea model a (single) sound is defined as the set of all (relevant) signal
components stemming from the same physical source. Often a physical source can be defined on
multiple levels: a choir consists of many individual singers, but because of the strong correlation
between the individual sources (a defining characteristic of a good choir!) one might define a choir
singing two different parts for male and females, as two sources that produce two sounds.
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What is the local SNR and why is it important?

The local SNR is the local signal-to-noise-ratio, a term used when the target signal component
is defined as the signal and rest of the input as noise. A better name though is target-to-non
target-ratio (TNR). This ratio tells how reliable the information is that can be estimated from
a signal component without having to rely on context. (Measured in dB, a higher SNR means
relatively less noise.). In the context of CPSP the global SNR is of less importance than the local
SNR. Where local typically refers to a single or a few segments and a short interval. A local SNR
of 6 to 10 dB and better leads to the estimation of reliable information about signal components.
Typically for a local SNR between -3 dB and +6 dB more and more useful information can be
derived, but for the lowest SNR’s additional information (prior knowledge, top-down information,
or a model) is required to disambiguate the available evidence. Note that the global SNR can
be -30 dB or worse, while still allowing a positive local SNR for some component: for example
when the target is a single sinusoid and the noise is predominantly in a different frequency range.
Masking is also possible in the temporal direction: a loud bang might mask a tick 50 ms later,
because its effects are still dominating the cochleogram. An example of both a clean sound and a
sound with an SNR of 0 dB can be found in the theory section.

What is masking?

Perceptually a sound is masked by other sounds when it cannot be detected in their presence while
it can be detected in isolation. This corresponds, in good approximation, to a situation in which
a sound or signal component cannot be identified by visual inspection of the cochleogram with
default settings. Typically this entails that no part of its signal components have a sufficiently high
(positive) local SNR to allow an accurate signal description. When a priori knowledge (possibly
derived from the first part of the sound or through repetitions) is available then a signal detection
task changes into a hypothesis checking task, and because of the reduced uncertainty this requires
less evidence. The only contribution of a masked signal is that it raises the total energy slightly.

As an example, when the cochlea model gets a single sinus as input the entire BM vibrates.
However, the part of the BM that is most sensitive to the frequency of the sine will vibrate most.
Frequency components that cause less powerful BM excitation than the sine won’t be visible: they
are masked by the sine. There is less decrease in sensitivity in the direction of high frequencies
than in the direction of low frequencies, so masking is stronger from low to high frequencies than
vice versa.

What is the origin of local domination by signal components?

Local domination of cochleogram regions is important because most regions are dominated by a
single source: the probability that two or more uncorrelated signal components are neither masked
nor dominant is small because this entails that the signal must have 1) similar timing, 2) similar
frequency ranges, and 3) similar energies. The signal energy is an important factor since source
properties in combination with transmission effects (such as due spatial distance to the source)
yield strong effects on the signal intensity and consequently the SNR. Often signal energy spans
many orders of magnitude, while the range for neither masked nor dominant is a narrow region of
about +/-3 dB around 0 dB SNR (a factor 4).

What is background noise?

Background noise is special because it is (by definition) 1) always present in some way or another,
2) because it consists, by definition, entirely of signal components that are not dominant, and
3) the acoustic evidence cannot be assigned to a specific sound source. The existence of some
background noise level is inevitable because of (in order of increasing importance):
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• numerical noise which is smaller than -120 dB since the cochlea model works with doubles,

• quantization noise (depending on the number of bits for each sample, about 90 dB below the
maximum level for 16 bit samples),

• limitations in the measurement setup (such as a limited dynamic range of the microphones
or transmission channel), or

• the presence of many uncorrelated sound sources of which the energy peaks in the time-
frequency plane provide a more or less constant level.

The last class is often the most important. Note that each independent (noise) source that exceeds
the background level sufficiently will appear as an individual signal component, and will, in this
definition, consequently not be assigned to the background noise. Take for example cocktail-party-
noise: the audible part of this noise consists mainly of the spectral peaks of many speakers. A
problem with this definition is the subjective nature of requirement 3: individual words may now
and again ”pop-out”, and since these can be assigned to stem from a single speaker they are
strictly not part of the background noise. This is however only true for a listener who knows the
language. A work-around this subjective definition is to assign all parts of the signal that comply
to the statistics of the noise to the background noise and to treat deviant signal components as
potentially interesting.

How can sounds be recognized?

A sound is recognizable when it is possible to derive sufficient information from the input signal
to reduce the uncertainty about the interpretation of the sound to zero. There are two related
situations: with and without a priori knowledge about the input sound. Without accurate a priori
knowledge, like knowledge that the input contains English words, the signal must contain enough
information to elicit a set of interpretation hypotheses that contains the correct interpretation.
With a priori knowledge this set is (in part) available beforehand (via any possible means). Select-
ing the correct hypothesis requires the estimation of evidence that is consistent with at least one
interpretation. Inconsistencies lead to a deactivation of the corresponding hypotheses. The most
supported consistent interpretation is the best possible recognition result. All (good) sound recog-
nition systems require models describing the possible dynamics of all target sounds. Sometimes
the required dynamics are rather simple, for example for vehicle sounds, sometimes the models are
extremely complex, for example with speech and music.

Can the input be fully recognized?

Two perspectives: an all-knowing judge or a limited system. The all-knowing judge (approximated
by a human listener) knows how the signal ought to be interpreted in the most concise and infor-
mative way. Generally this entails that the input has been dissected into the constituting sounds
and each sound has been recognized and described. When the system has reached this interpreta-
tion it has processed the input fully. This is an ideal that isn’t realistic with the current state of
art. A more realistic approach is from the perspective of a limited system that has some general
knowledge about sounds and some more detailed knowledge of some particular sounds (such as
key-words or aircraft sounds). This system works correctly when for all possible inputs all relevant
knowledge has been applied correctly and the signal has been described most concisely.

Can a BM help with sound source seperation?

At any given time most BM positions are dominated by a single sound source. Studying the spectro-
temporal development of this domination leads to information about the dominating source. Often
the same source is dominating multiple positions in a way that is consistent (i.e. predictable) with
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the properties (dynamics) of the sound source. A typical example is speech in which individual
harmonics (integer multiples of some fundamental frequency contour) dominate regions that can
be predicted if the fundamental period contour has been estimated. This makes it relatively easy
to combine information from the same source that stem from different spectro-temporal regions
into a single representation, and therefore to separate sounds.

What is the advantage of a cochleogram over an FFT-spectrogram?

Generally an FFT is preferred when its convenient mathematical properties can be exploited, and
a cochleogram is favoured for an analysis of the physical properties of the original source.

Advantages FFT-spectogram Advantages cochleogram

• Very efficient implementation • No introduced discontinuities and consequently
a faithful representation of the development of
individual signal components

• Good enough for many purposes • What you see is what you hear
• Perfect inverse transformation of FFT • Everything that is visible is physically relevant
• Many convenient symmetries • Approach based on human, evolutionary opti-

mized, sound processing
• Well known, extensive literature • Allows correct application of quasi-stationarity
• Existence of many ad hoc ways around limita-
tions

• No preference for special signals, times or fre-
quencies
• Yields reliable information for sound source
seperation
• Requires minimal mathematical background
• Allows detailed analysis of temporal develop-
ment
• Can be used to analyse detailed phase
• Allows direct link with the physics of the source

Disadvantages FFT-spectogram Disadvantages cochleogram

• Consists of discontinuous time-frequency blocks
and associated contamination of the input signal
representation

• Requires more computation

• Only perfect results on periodic signals with a
period equaling the block size.

• Not as well known, minimal literature

• Requires windowing with additional effects on
the signal representation (such as reduced fre-
quency resolution)

• Requires some physical knowledge for save use

• Unjustified application of quasi-stationarity on
mixtures of (unknown) sound sources

• Strong masking effects

• Less faithful representation of rapidly changing
signals (opposed to time-constant signals)

• Many properties not well studied and/or docu-
mented

• Yields limited information for sound source
seperation
• Requires some mathematical background for
save use

Why is the place-frequency relation of the BM logarithmic and not linear as with an
FFT?

weber’s law, scale invariance, all frequency regions equally important
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How does the uncertainty relation limit a cochleogram?

The uncertainty relation
∆f∆t ≥ 1 (f in Hz), or
∆ω∆t ≥ 2π (ω in rad/s)

is a fundamental limit on the expression of frequency and temporal information. As such it limits
and determines the structures that can be visualized with a cochleogram. The main effect of the
uncertainty relation is that it influences the expression of frequency information as function of time.
Take for example a cosine excitation that starts at t = 0 with amplitude 1. The first sample that
the model processes resembles an impulse at t = 0 and leads to an impulse response-like excitation
in a cochleogram. The next samples do not return to 0 but resemble a step-like form and change
the initial impulse response consequently to a step response-like excitation. When more and more
samples become available, more and more frequency information becomes available and fewer and
fewer segments receive an excitation consistent with their periodicity. Consequently less and less
segments respond.

What is the link between the uncertainty relation and signal components?

The uncertainty relation leads to a limited number of signal component families, that is three kinds
of special signals that correspond to allowed extreme values:

∆f � 1
∆t� 1

Sinusoids
Tones

Tones are sinusoids with a constant period and consequently
strongly localized at a certian frequency (∆f is small). The ex-
pression of a sinusoid consequently is very narrow (pulse-like) in
the frequency domain. Per defintion, tones must last long which
entails that ∆t is large. Tones are therefore not suitable to convey
detailed temporal information. Narrow horizontal cochleogram
structures signify sinusoids.

∆f � 1
∆t� 1

Pulses Pulses are strongly localized in time: ∆t is small. A single pulse
conveys minimal periodicity information for all frequencies; all
frequencies are represented equally bad and consequently a pulse
excites all frequencies equally and ∆f is maximal. Narrow, near
vertical structures signify pulses.

∆f � 1
∆t� 1

Noises Noises consist from a broad continuum of frequency contributions
(∆f is large) and last some time (∆t is large as well). Noises rep-
resent acoustic energy without much preference for certain fre-
quencies or points in time.

∆f � 1
∆t� 1

Impossible Prohibited by the uncertainty relation

Apart from these extreme signal intermediate forms exist:

• wavelets, these are short wave packets with a limited range of frequencies,

• bursts, pulse-like noises (∆f large, ∆t small), and

• narrowband and broadband noises, lasting (not pulse-like) noise with more or less frequency
preference.
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How do I estimate and use ridges?

Ridges are defined as string of neighboring peaks in the cochleogram. In many ridges correspond
to (very) narrow band signals that are to good approximation periodic. Ideally they appear as
more or less horizontal lines in the cochleogram. Ridges are most useful when they correspond
to tonal signal components. Is this case it is possible to compute a local instantaneous frequency
(LIF) of the signal component. Note that the LIF is only defined for narrow band signals of which
the frequency content at each moment can reasonably be approximated by a single number. Many
ridges (sequences of cochleogram peaks) are estimated in noise. This is difficult to prevent because
some valid ridges, with useful periodicity information, can be estimated in very noisy conditions.
Currently ridges and their LIF-development are only computed when dt is set to 5 ms or more.
Ridge estimation may require considerable computational resources (up to 40%).

Why is thy system running so slowly?

The calculation of a cochleogram on a 1200 MHz computer should easily be faster than real-time
using standard settings (dt = 5 ms, nseg = 120, maxf = 4000 Hz). A reason for delay can be
the processing of figures by Matlab. Sometimes deamons like a virus checker can cause delay in
the calculations. A 2400 MHz laptop can process 340 segments with maxf = 4000 in real time.
Sometimes daemons like a virus checker can cause considerable delay in the calculations.
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